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Abstract. The growing capabilities of multimodal large language mod-
els (LLMs) have resulted in an expanding focus on their use in robotic
control tasks. Natural language control simplifies robot operation, and its
capability of function calling reduces the implementation overhead. This
paper presents a setup for controlling two collaborative robot arms using
a modern Vision Language Model (VLM). The VLM acts as the decision-
making agent and manages planning, task allocation, environmental and
error perception, as well as error correction. Low-level controllers are
used to control the robots. This work also provides a graphical user in-
terface (GUI) that allows users to input tasks for the system and control
its workflow. The setup uses segmentation methods to identify objects
that the robots need to interact with. The study compares two segmen-
tation methods and analyses different interaction tasks to demonstrate
the efficacy of a modern multimodal LLM to control robotic arms.

Keywords: Dual Robot Arm · Large Language Model · Vision Lan-
guage Model · Function Calling · Human Robot Interaction · Segmenta-
tion · Grasp Pose

1 Introduction

Leveraging Large Language Models (LLMs) as high-level decision-making agents
in robotic systems has received significant research interest in recent years. The
generalized knowledge and reasoning capabilities demonstrated by modern LLMs
make this architecture highly attractive for robotic applications. Two primary
approaches for LLM-based robot control exist. One method involves generating
executable code to perform tasks [25, 37, 24, 31, 34, 27, 6, 35, 18]. The second
method is to map special keywords to functionalities. The model references these
keywords within a task plan, which is subsequently processed by an extractor or
translator [26, 10, 20, 7, 21, 19].

Modern LLMs are natively multimodal, capable of interpreting sound, im-
ages, video, and other data modalities. Furthermore, tool-use capabilities have
been integrated into nearly all state-of-the-art models [12, 30]. Previous models
capable of interpreting different data inputs typically combined different kinds
of encoders. For instance, Vision Language Models (VLMs), being multimodal
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LLMs, combine a text and a vision encoder into one model, whereas natively
multimodal models do not have separate encoders.
An alternative approach involves Vision Language Action Models (VLAMs),
which map natural language commands, images, and robot states directly to low-
level actions. Unlike text-outputting LLMs and VLMs, VLAMs predict actions
such as joint positions or Cartesian coordinates [3, 23, 5, 32, 29, 36, 28]. These
models are designed for closed-loop control, typically operating at frequencies
between 5-50 Hz depending on the architecture. While they excel at complex,
fine-grained tasks with long horizons, a disadvantage compared to LLM-based
control is the lack of interpretable task descriptions or reasoning chains.
This work presents a developed robotic system that:

– Accepts natural language task descriptions from human operators.
– Continuously describes its task execution steps.
– Interacts robustly with a diverse set of objects.
– Coordinates two robot arms simultaneously.

The primary contribution of this paper is to demonstrate the efficacy of a VLM
as a planner and orchestrator for diverse tasks, acting as an observer within the
control loop. This approach simplifies implementation by substituting complex
extraction modules with the model’s built-in function-calling capability. Addi-
tionally, this study evaluates and compares two distinct models for the object
segmentation and grasp pose detection required by this setup.
This paper is organized as follows: Section 2 reviews the related work. Section
3 describes the developed system architecture. Section 4 describes the methods
used to compare the two segmentation models, Gemini and YoloE, and defines
the robotic test tasks. Section 5 presents the experimental results. The outcomes
are discussed in Section 6. Finally, a conclusion is drawn in Section 7.

2 Related Work

The capability of LLMs to decompose high-level natural language tasks into
several sub-goals has been shown by W. Huang et al. in [19] and B. Ichter in
[21], making them an ideal choice for task planning in robotics. Previously, a
limitation was the absence of perception, as discussed in the survey [38]. This
limitation has been overcome with the introduction of VLMs. In [20], W. Huan
et al. implemented a closed-loop controller, which was able to perceive the en-
vironment through images, detect the success of executed tasks, and interact
with humans. This additional information enriched the success rate by form-
ing an inner monologue. D. Driess et al. introduced an embodied multimodal
LLM, PaLM-E [7], which also showcased the capabilities and enrichment of re-
sults when the model was given additional information, such as images of the
environment and the states of the robot system.
VLAMs unite semantic reasoning with low-level control. Unlike standard LLMs,
which rely on predefined functions to interact with the world, VLAMs map



From Chat to Grasp Using VLM-Controlled Dual Robot Arm 3

visual data, robotic states, like joint positions and text to actions directly, effec-
tively creating a generalized, end-to-end policy. Early work has been developed in
[5, 32, 23, 29]. With π0 [3], K. Black et al. show the capability of a robust VLAM
model to execute long-horizon and complex tasks, such as retrieving clothes from
a washing machine and folding them. Although VLAMs demonstrate immense
potential, finetuning on additional data is required.
Building on the success of LLMs and VLAMs, companies such as Google have
also begun developing of such models. In [11], Google demonstrates the capabil-
ities of its model in controlling different robotic systems and introduces its own
VLAM Gemini Robotics and VLM Gemini Robotics-ER, a specialized model
fine-tuned from Gemini 2.0 Flash using robotic datasets. Another setup involv-
ing a dual-arm robot system is proposed in [10]. An LLM controls a robot. The
focus is on a simulation validator to address safety concerns. Building upon this
work, this study focuses on implementing a dual robot arm system that uses the
built-in function capability of the used multimodal LLM.

3 Dual Robot Arm Setup

The native support for function calling in modern LLMs significantly simplifies
the implementation of LLM-guided robot control. This feature forms the foun-
dation of the control loop presented in this work. This work uses gemini-robotics-
er-1.5-preview [11], a VLM. This model was selected over a VLAM because the
system is designed to be interactive. Therefore, a textual explanation of task
execution is required to inform the user of the current step and the underlying
reasoning. This model was chosen due to its training on robotic datasets [12].
The physical setup consists of two uFactory xArm 7 robotic arms positioned
110 cm apart, facing one another. A depth camera, the Microsoft Azure Kinect
DK, is used for perception and object detection. It is mounted 100 cm above
the table, centered between the robots and facing downwards. The robot arms,
Gemini, and the depth camera are accessed in Python through their respective
APIs[16, 22, 15]. The shared workspace allows the robots to collaborate on tasks.
An image of the setup is shown in Figure 1. A control interface running on a
standard laptop allows for Python code execution and user input via a Graphical
User Interface (GUI).

The implemented GUI, shown in Figure 2, displays the robot states, the
camera feed, and the model’s text responses. Tasks are entered via the top-left
text field. Users can interrupt active tasks by typing additional comments. The
chat history is displayed below the input field: user comments appear in bold
black, model responses in standard black, and function calls in blue and their
arguments in red font. The button next to the input field can be pressed to
pass a task to the model via voice input. The button above the image field can
be pressed to stop the robots and put them into manual mode, which means
they can be hand-guided. When the model interacts with an object, the GUI
visualizes the calculated grasping pose inside the green boundary box with two
blue points connected by a line within the camera feed.
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Fig. 1. The setup: two ufactory xArm7 facing each other. The Azure Kinect DK camera
is mounted above the workspace. Two LED panels are used to illuminate the area.

3.1 Design of the Control Loop

The system architecture comprises five concurrent Python processes, imple-
mented using the multiprocessing module. Two dedicated low-level control loops,
one for each robot arm, set requested target positions to the robot and provide
real-time robot state data. A third loop manages perception, acquiring RGB im-
ages from the depth camera and computing requested 6D poses with the available
depth data. A fourth loop handles the GUI, visualizing system states and the
camera feed while processing user inputs. Finally, the core of the architecture
is the VLM-based high-level control loop, as illustrated in Figure 3. At initial-
ization, a new chat session is created, and the model receives a system prompt
(see Appendix A). Upon receiving a user task through the GUI, the system en-
ters an iterative loop. In each iteration, the model receives a context list, which
contains the latest RGB image from the camera and the current joint and grip-
per positions. Based on this input, the model generates a response containing
natural language text and, if necessary, a function call object. If a function is
called, the system executes it using the provided arguments and send requests
to the respective processes. It awaits the result from the processes (e.g., waits
until the low-level control loop set the requested position). The execution result
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Fig. 2. Screenshot of the GUI.

Fig. 3. Scheme of the control loop.
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is appended to the context list, along with the updated robot states and a new
image. This feedback loop allows the model to proceed to the next step.

The model is provided with the following six functions:

– get_object_pose(object_name): This function returns the 6D coordi-
nates of the desired object. It uses Gemini’s segmentation capabilities to
find the object’s segmentation mask. The pose is then calculated using this
segmentation mask and the information from the depth camera.

– set_robot_positions(robot_id, position): This function can be used
to set the position of a robot. The model has to decide which robot arm to
use and what position to set it to.

– open_gripper(robot_id) & close_gripper(robot_id): These func-
tions can be used to open and close a gripper on a robot arm.

– hand_over(from_robot, to_robot) This function is used to transfer
objects between the two robots, as each is physically limited to its respective
side of the table (2 table parts are visible in Figure 1).

– stop_task() This function is used to terminate the current session and
resets the loop for a new task.

The system provides the possibility for user intervention if necessary, or if the
task needs adjusting. The user can interrupt at any time via a text prompt in
the GUI. Although this intervention is possible, the desired behaviour is that no
intervention is needed and the system works on its own.

The initial prompt provides the model with information about the robotic
setup and guidelines to follow while executing a task. The model is told about
the fact that the robot arms have a limited range, so the model is prompted
to keep their working space on their respective side of the table. Also, some
guidelines are provided for trajectory planning while reaching and placing an
object. Additionally, the error detection method is defined here to give the model
the knowledge to identify a failed grasp attempt and properly react to it. The
complete initial prompt is provided in A. The significance of this initial prompt
is discussed in Section 6.

3.2 From Segmentation to Grasp Pose

To interact with arbitrary real-world objects, a robust method for 6D pose es-
timation was required. A natural language-promptable network was selected to
avoid the limitations of fixed-class object detectors. This system requires zero-
shot capabilities. Therefore, strong pre-trained models have been used. Theo-
retically, a large pretrained model could be fine-tuned on the specific task by
leveraging parameter-efficient fine-tuning [2], but the capability of the chosen
model were sufficient. Since the robots utilize parallel grippers, the grasp pose is
derived from the segmentation mask using an oriented bounding box approach.
OpenCV’s cv2.minAreaRect() function [4] calculates the smallest rotated rect-
angle enclosing the mask, providing the rotation angle of the object. With this
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angle and the center of the rotated rectangle a grasp position is calculated. The
fixed mounting of the camera ensures a constant spatial relationship with the
robot base. By deriving the transformation matrix between these two coordinate
frames, the system is permanently hand-eye calibrated.

4 Experimental Description

This section details the experimental methodology. Section 4.1 describes the
comparison between the segmentation models, while Section 4.2 defines the
robotic test scenarios.

4.1 Comparing Segmentation Models

The get_object_pose() function (Section 3.1) requires robust segmentation.
Two natural language-promptable models were evaluated before conducting ma-
nipulation experiments: gemini-robotics-er-1.5-preview (referred to as Gemini)
and YoloE [13]. YoloE is a real-time detection and segmentation network achiev-
ing an mAP of up to 52.6% on the COCO dataset with 6.2 ms inference time [13].
It was initially selected to enable real-time tracking in a separate high-frequency
loop. However, as shown in Section 5.1, the camera setup proved incompatible
with YoloE’s capabilities. Consequently, the segmentation capabilities of Gemini
were utilized for the main experiments, despite the higher inference latency (1–3
seconds).

To compare the models, five objects were placed individually in random lo-
cations on the table 10 times each. The model had to correctly detect them. The
following objects were used:

– A green marker was prompted to the models as "pen"
– An iPhone was prompted to the models as "iPhone"
– A blue cell phone was presented to the models as "Cell Phone"
– A computer mouse was prompted to the models as "Computer Mouse"
– A RAM-stick prompted to the models as "RAM stick"

4.2 Experimental Tasks

To test the capabilities of the VLM as the controller, different tasks are assigned
by the user. These tasks are as follows:

– Pick and Place: In every run, a cell phone, an iPhone, a computer mouse,
a RAM-stick, and a marker are placed randomly on the table. Additionally,
a box is placed on the table. The model is then prompted to put a specific
item in the box. The prompt is: "Pick the XY and put it in the box". This
experiment is chosen to test the model’s capability to perform a simple pick
and place task, while differentiating item types.
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– Cleaning the table: All five objects are placed on the table, as well as
the box. The model is then prompted to put all items in the box. Three
items are consistently positioned on the side of the table opposite the box,
necessitating three handover operations per run. The prompt is: "Place all
objects lying on the table in the box". This test involves sequential function
calling, multi-arm coordination and visual reasoning, since the model has to
detect inter-actable objects based on the provided image.

– Sorting the table: Two boxes are placed on the table. One is filled with
several smartphones, and the other with tools. Additionally, a smartphone,
pliers and a Rubik’s cube are placed on the table. The model is asked to
sort items into the boxes where it believes they belong. The desired outcome
would be that the model sorts the smartphone in the smartphone box, the
pliers in the toolbox box and leaves the Rubik’s cube on the table, because
it is a toy and it does not match the categories from the boxes. The prompt
is: Sort items in the box, which you think they belong to. Locate the boxes
first. This tests semantic reasoning (e.g., excluding the Rubik’s cube).

– Drawing a rectangle: One robot arm is equipped with a pen. The model
is asked to draw a rectangle on a paper (A3 size), which is placed in front
of the robot. The prompt is: Robot 1 is holding a pen. Draw a rectangle on
the paper in front of the robot. The pen touches the paper at height z = 63.
This task was chosen to test the path planning capability of the model.

– Write letters: Again, one robot is equipped with a pen. The model is
tasked with drawing the word "HRW" on the paper in front of the robot.
The prompt is: Write the word "HRW" on the paper in front of the robot.
The pen touches the paper at height z = 70. Make the height of the letters
100mm. Start at x=200. This experiment is testing a more complex path
planning task and spatial understanding.

Success rates were calculated over 20 runs per task. A scoring metric similar to
[3] was used, where 1.0 indicates complete success and fractional scores indicate
partial success. A detailed description of how the success rate is calculated can
be found in the Appendix B. Zero user intervention was permitted.

5 Results

This section will present the experimental results. First, the results of the object
detection with Gemini and YoloE will be presented in Section 5.1. Then, the
results of the robotic task execution will be presented in Section 5.2.

5.1 Gemini vs. YoloE

While YoloE performed well in preliminary close-range tests, it failed when
integrated into the full setup. The camera distance (100 cm) resulted in objects
occupying a small visual area. The accuracy drops significantly, falling below a
detection threshold of 12%. The results of the experiment described in Section
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4.1 are shown in Figure 4. These show that YoloE was only able to identify
the cell phone 4 out of 10 times and the iPhone once. No other objects were
detected. When objects were raised to within 35–50 cm of the camera ("YoloE-
near"), confidence returned to 95%, though the RAM stick remained undetected.
In contrast, Gemini detected every object at the standard distance, missing the
RAM stick only twice. Given this robustness, Gemini was selected as the detector
for all subsequent experiments.
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Fig. 4. Number of times the model identified an object in the picture.

5.2 Results of the Robotic Task Execution

The success rate of all runs is shown in Figure 5. The average is calculated and
shown in Figure 6.
The task "pick and place" achieves a perfect average score of 1.0 (20/20 suc-
cessful), as shown in Figure 6.

The task of "cleaning the table" achieved an average score of 0.8495 (7/20
perfect, 11/20 partial, 2/20 partial and needed manual interruption), indicating
a high success rate. However, some experiments had a significantly lower success
rate. In Experiment 7, the model tried to put the marker in the box, which was
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Fig. 5. Success rates of all single runs of every task execution.

positioned on the other side of the table, without calling the handover function.
This led to a low-level controller issue because the system set a position on
the robot that could not be reached, requiring the experiment to be manually
interrupted. In Experiment 8, which had the lowest score of 0.61, the model
falsely identified the marker. After the grasp failed due to this error, the model
acknowledged it and changed the object name to "white object." This led to
an infinite loop where the model detected the pose of the robot arm (which is
white) and attempted to grasp itself. This run also required manual interruption.
All other runs were terminated autonomously once the model determined the
task was complete. In Run 15, the model did not use the get-object function
but instead estimated the position based on the provided image. This led to all
objects being placed next to the box. Table 1 provides a summary of all scores
and failure reasons.

The task of "sorting the table" demonstrated high reliability (8/20 perfect,
10/20 minor errors, 2/20 major errors). While eight runs achieved a perfect score,
the remaining runs incurred minor penalties for placing the Rubik’s cube into
the smartphone box. Interestingly, whenever the model placed the cube into a
container, it always chose the smartphone box. Regardless of the final action,
the model consistently generated reasoning regarding the handling of the Rubik’s
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Fig. 6. Averaged success rate of the task execution.

cube. Two runs achieved a lower score of 0.66. The causes for these failures are
detailed in Table 1.

The system demonstrated consistent performance in the "Draw rectan-
gle" task (18/20 successful, 2/20 marker tip breakage). With the exception of
two runs, all experiments achieved a perfect score. In these instances, the marker
approached the paper too closely, causing the tip to break. This failure is at-
tributed to a low-level controller force feedback error rather than a deficiency in
the model’s planning or perception.

The task "Write HRW" proved to be the most challenging for the model
(6/20 perfect, 12/20 partial, 2/20 failed). Despite achieving a high average score
of 0.80, performance varied significantly across individual runs. Frequent errors
included incorrect orientation of the letter "W," illegible writing of the letter
"R," and two instances where the function-calling mechanism failed. In these
latter cases, the model successfully generated a logical plan but failed to execute
the actual function calls. Instead, the calls were embedded in the text response,
requiring an external parser or extractor to execute.
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Table 1. Failure reasons for the experimental tasks.

Task & Experiment number Failure reason
"Cleaning Table" - 1,3,4 Item slipped out of the box, since the box was

already filled with the previous items.
"Cleaning Table" - 8 Failed handover of an object. Misclassification er-

rors occurred, and the experiment had to be in-
terrupted.

"Cleaning Table" - 2,5,11 Failed handover of an object. Did not acknowl-
edged the error and item was not put in the box.

"Cleaning Table" - 7 Low-Level controller issue due to violation of
guidelines.

"Cleaning Table" - 15,17,18,20 Estimated the box coordinates incorrectly (in-
stead of using detection).

"Cleaning Table" - 19 Lost object during handover. A new grasp was
initiated, but the gripper was not opened. The
new grasp also failed. Instead of reattempting the
grasp the system was stuck with just opening and
closing the gripper.

"Sorting table" - 1 Identified a phone to grasp, which was already in
the box.

"Sorting table" - 9 Picked up the phone and move it to the smart-
phone box, but failed to release it into the box.
Attempted grasp of the pliers while the smart-
phone was still grasped.

"Draw rectangle" - 1,20 Low-Level controller force feedback issue.
"Write letters" - 7,10,12 Orientation wrong.
"Write letters" - 2,15,19 Function calling mechanism failed.
"Write letters" - 1,3,4,5,6,8,9,13 At least one letter (up to two) was illegible.

6 Discussion

Prior to evaluating the experimental results, it is essential to analyze the ratio-
nale behind the initial system prompt and its impact on performance. Primarily,
the model was instructed to always return a natural language response. Without
this guideline, the model only queued function calls, concealing the user of the
reasoning behind the execution sequence and the logic of the chosen order.

Several spatial and safety constraints were also necessary. Notably, the model
initially ignored the orientation values from the object’s 6D pose, resulting in in-
correct gripper alignment. A specific guideline was formulated to address this. To
mitigate collisions with other objects, the model was instructed to approach ob-
jects from above and lift them to a safe height before movement. Furthermore, an
error-recovery guideline was introduced: if a grasp attempt failed repeatedly due
to object displacement or false detection, the model was instructed to re-verify
the object’s coordinates. This enabled the system to autonomously resolve such
issues. Finally, strict workspace limits were defined. Without explicit knowledge
that the robots were constrained to their side of the table, the model frequently
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attempted to place objects beyond its maximum reach. These findings demon-
strate that an initial prompt is crucial not only for enforcing desired behaviours
but also for enhancing overall system reliability.

Five tasks were executed to evaluate the robotic system. Three key patterns
emerge from results: prompt engineering is critical for reliability, task complexity
inversely correlates with success rate, the VLM lacks spontaneous error verifica-
tion despite visual feedback.

The "Pick and place" task demonstrated the system’s capability to reliably
interact with a diverse set of objects.

The "Cleaning the table" task presented the second-longest planning horizon,
requiring the model to identify and move five objects into a box. The model suc-
cessfully managed the handover decisions and adhered to guidelines, with only
a single failure in guideline compliance in run 7. However, persistent errors oc-
curred in runs 1, 3, 4, 15, 17, 18, and 20. These failures could have been mitigated
had the model visually verified the placement. In these experimental runs, items
were placed next to, rather than inside, the box. The system otherwise demon-
strated strong visual understanding: it correctly extracted object information at
the start and adapted its search strategy when the get-object-pose function
failed (e.g., generalizing "marker" to "white object"). It also tried estimating the
box’s coordinates from visual data. Given this capability, it is notable that the
model failed to visually detect the placement error and self-correct. Additionally,
the model did not validate the gripper state after performing handovers (Runs 2,
5, 11), likely because the error detection guideline were not explicitly extended
to include this action.

The "Sorting the table" task required the model to identify environmental
objects and make autonomous sorting decisions. The system consistently sorted
the smartphone and pliers into the correctly identified containers. Here, nat-
ural language promptable object detection proved advantageous for resolving
ambiguity. By querying for specific contexts such as "lower box" versus "upper
box" or "electrical box" versus "tool box," the detector accurately identified
targets. Without this contextual prompting, the detector might rely solely on
confidence scores, potentially returning the same coordinates for different boxes
or identifying an object already inside a box (as observed with the phone in
run 1). Consequently, due to failures in the previous task, explicitly prompting
the model to locate the box fixed the coordinate estimation issues. This high-
lights that system performance can be significantly improved iteratively through
prompt engineering.

The "Draw a rectangle" task evaluated path planning capabilities. Aside from
two runs with fractional scores caused by controller issues, the model performed
this task with ease. To increase complexity, the "Write HRW" task was intro-
duced. This required the model to plan trajectories involving intermittent pen
contact to create clean, unconnected letters. Although the model occasionally
struggled with the geometry of the "R" and the orientation of the "W" (drawing
it as an "M"), the overall execution achieved a high average score. No letters
were connected by incorrect lines, the specified height of 100 mm was respected,
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and the model demonstrated proficient trajectory planning abilities. However,
in 2 runs, function calling failed completely. The VLM embedded calls in text
rather than using proper mechanisms.

Finally, it was observed that despite identical initial and task prompts, the
outcome of runs varied. This lack of strict determinism is driven by two main el-
ements. First, although the model temperature was set to 0 to minimize random-
ness, He et al.[17] note that LLMs retain nondeterminism even at this setting.
Second, the model utilizes a "thinking budget" to generate an inner monologue
for reasoning. The budget tells the model the amount of tokens used for rea-
soning. In these experiments, the budget was set to "dynamic," allowing the
model to adjust its amount of reasoning tokens based on task complexity. While
increasing the thinking budget could enhance robustness, it would concurrently
increase inference latency. Overall, the model showcased strong capabilities in
task planning, execution, and spatial reasoning, though further improvements in
robustness are required to guarantee consistent task success.

6.1 Limitations

Despite the system’s demonstrated efficacy, several limitations remain. First,
although the system operates in a closed-loop manner, the model struggles with
autonomous task verification. For instance, in the "cleaning the table" task, the
model received visual feedback showing an object placed outside the box but
failed to recognise this as an error. This indicates that while the visual data is
available, the model does not spontaneously and critically evaluate its own past
actions.

A significant bottleneck is the inference latency. A single model response
requires between 1 to 3 seconds, causing the "Sorting the table" task to extend
to approximately four minutes. The "Writing HRW" task extended even longer
to about 6 minutes. This latency hinders real-time interaction. Furthermore, the
current system lacks high-frequency dynamic tracking. Integrating a network
with the speed of YoloE, coupled with depth-estimation capabilities, would allow
the robot to lock onto targets in real-time.

Technically, the grasping algorithm presents a constraint. It fails to generalize
to all object geometries. Specifically, objects yielding large segmentation masks
result in failed grasp pose calculations, even when viable grasp points exist.

Finally, a major limitation for scientific research is the reliance on proprietary,
unpublished model weights. This creates a dependency on commercial providers
(Google), where API access is subject to daily limits and potential restrictions.
This affects the long-term reproducibility of the experiments. While the field is
moving rapidly, open-source alternatives currently lag in performance. For in-
stance, the system was benchmarked against Meta’s open-source LLaMA 3.3 70B
[33], as it supports tool use. However, this model proved incapable of control-
ling the robotic system effectively, necessitating the continued use of commercial
models.
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6.2 Future Work

While modern LLMs exhibit immense capabilities, translating this intelligence
to the physical world remains a complex challenge. However, the function-calling
paradigms of state-of-the-art models significantly lower the barrier to entry, en-
abling natural language interaction that makes robotic systems accessible to
non-experts. Future research will focus on several key technical enhancements
to bridge the gap between virtual reasoning and physical control.

First, to compensate for the lack of visual feedback, adding a specific guide-
line to the initial prompt could enhance the performance, since it proved effective
in regulating the model’s behaviour. Additionally, the guideline on grasp valida-
tion needs also to be applied after a handover. Second, to address the latency
and tracking limitations, future iterations will integrate a high-frequency, real-
time object detector (such as a YoloE). This decoupling will allow the robot to
lock onto targets and react to dynamic object changes immediately, independent
of the slower LLM inference cycle. Third, to address inference time, Gong et al.
propose GhostShell [14], a framework that executes function calls via streamed
tokens. This method allows functions to be triggered on-the-fly without await-
ing the full textual response, potentially reducing the idle time during inference.
Fourth, the system’s versatility will be expanded by defining a broader library of
skills, enabling the execution of more complex, multi-stage tasks. Last, robust-
ness will be improved by replacing the current analytic grasping algorithm with
learning-based models like AnyGrasp [8, 35, 9], thereby increasing the diversity
of manipulable objects.

Beyond specific technical components, a systematic comparison of robotic
control performance across different multimodal LLMs is necessary. The com-
parison to LLaMA 3.3 70B is not significant, since the model is a way smaller.
A respective comparability needs to be ensured. Furthermore, the development
of VLAMs represents a promising avenue for further exploration. While achiev-
ing fully autonomous and robust physical agents requires continued research,
the rapid evolution of LLMs suggests a viable path toward deploying intelligent
physical agents in daily life, with immediate potential in applications such as
automated sorting and recycling systems [1].

7 Conclusion

This work showcased the success of VLMs in the robotic domain application.
The VLM outperformed the object detector in its field, demonstrating better
generalization, even when the object is small in the picture. Additionally, it was
demonstrated how a VLM (specifically, Gemini-Robotics-ER in this case) can be
used to control a robot system by leveraging its multimodal input and function
call capabilities. The VLM is responsible for planning, error correction, and
perception. While object detection was not perfect in all experiments, the setup
showed that single "Pick and Place" tasks present no challenge to the system,
but consecutive tasks increase the difficulty. While the success rate decreases
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slightly, the task execution remains highly successful, showcasing the potential
of robotic control via a VLM.
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The provided task will have something to do with interacting with objects.
Make a plan to achieve this task stepwise. You can use one function at each step
and need to wait for the next message to get its result, which you receive in text
form. You will also receive the current state of the robots in each step. Follow
your planned steps.

Here are the guidelines you must follow:
- Always explain your action.
- When receiving an object pose, also use the rotation coordinates.
- When you want to move to an object, keep your current z coordinate. If

you reached the desired point, then you can also lower your z coordinate to the
coordinate of the object.

- After you grab an item/object, raise the Arm to a safe height of z = 150.
- Make sure the gripper is open before attempting a grasp (open means at

least gripper_pos bigger than 800).
- After you perform a grasp, the gripper position value needs to be greater

than 10. If the value is smaller than 10, the grasp failed. Redo the grasp attempt.
If several attempts failed, you need to check the object coordinates again. For
this, you need to move the robot to the starting position (the very first position
of the robot) again. Also, don’t forget to open the gripper before attempting
again.

- Since you control 2 robot arms, you always need to pick which robot you
want to move. Robot arm 1 can only reach positions that have an x-coordinate
smaller than 550. Robot arm 2 can only reach positions that have an x-coordinate
greater than 550.

- If an object is grasped with an arm and needs to be placed in a position
that can not be reached with it, you need to hand it over to the other robot. -
Before you want to get the coordinates of an object, make sure that the robot
is not in front of any objects. Its position = (200,0,300,-179,0,0) for robot 1 and
position = (900,0,300,-179,0,0) for robot 2.

In the next message, you will receive a task.

B Success Rate Metric

The success score for each experimental run is normalized to a maximum value
of 1.0. Runs that are not fully completed are assigned a fractional score based
on the number of successfully executed sub-tasks.

Pick and Place The "Pick and Place" task consists of four distinct sub-tasks:
object identification, grasping, box localization, and placement. Each successfully
completed sub-task contributes 0.25 to the total score.

Cleaning the Table This task is decomposed into 18 discrete steps. For each
of the five objects, the model must successfully identify, grasp, and place the
item into the box (15 steps total). Additionally, three of the objects are located
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on the opposite table side and require a handover operation between the robots
(3 steps). The total score is calculated as the number of successful steps divided
by 18.

Sorting the Table This task is evaluated based on 6 criteria. Three points are
awarded for correctly identifying the objects to be sorted. Two points are added
if the smartphone and pliers are placed into their respective correct boxes. The
final point is awarded if the model demonstrates correct reasoning by leaving the
Rubik’s cube on the table (as it does not belong in either category). The final
score is the sum of these points divided by 6.

Drawing a Rectangle The rectangle task is evaluated based on 8 sub-components.
Four points are awarded for drawing the four distinct lines. An additional four
points are awarded if the endpoints of these lines connect correctly to form a
closed shape. The final score is the sum of these points divided by 8.

Writing "HRW" This task is divided into 7 evaluation criteria. Three points
are awarded if the model successfully generates a plan for all three letters. Three
additional points are awarded if the resulting letters are legible. The final point
is granted if all letters share a consistent orientation. The total score is the sum
of these points divided by 7.
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